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• NUMA = Non-hydrostatic Unified Model of 
the Atmosphere

• dynamical core inside the Navy’s 
next generation weather 
prediction system NEPTUNE 
(Navy’s Environment Prediction 
sysTem Using the Numa Engine) 

• developed by Prof. Francis X. 
Giraldo and generations of 
postdocs
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• NOAA: HIWPP project plan: Goal for 2020:
~ 3km – 3.5km global resolution within operational 
requirements

• Achieved with NUMA: baroclinic wave test case at 
3.0km within 4.15 minutes per one day forecast on 
supercomputer Mira
double precision, no shallow atmosphere approx., 
arbitrary terrain, IMEX in the vertical

• Expect: 2km by doing more optimizations
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Communication between processors

4th order Finite Difference compact stencil methods 
(like in NUMA)

CPU 1 CPU 2 CPU 1 CPU 2

NUMA should scale extremely well



# NAME COUNTRY TYPE PEAK (PFLOPS)

1 TaihuLight China Sunway 125.4

2 Tianhe-2 China Intel Xeon Phi 54.9

3 Titan USA NVIDIA GPU 27.1

4 Sequoia USA IBM BlueGene 20.1

5 K computer Japan Fujitsu CPU 11.2

6 Mira USA IBM BlueGene 10.0

Fastest Supercomputers of the World
according to top500.org

       1 PFlops =

      1015 floating point

    ops. per sec.

http://top500.org
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overview

• Mira: Blue Gene
strategy: optimize one setup for 
one specific computer

• Titan: GPUs
strategy: keep all options, 
portability on CPUs and GPUs

• Intel Knights Landing



optimize one setup for this specific computer

Mira: Blue Gene

Mira Titan KNL
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Which convergence order to use?
L2-error of pot. temperature for 2D rising bubble with viscosity µ=0.1m2/s

convergence order = p + 1

∆x << L

∆x: average distance between grid points 
L: smallest scale of the flow

∆x ≈ L

∆x >> L

different polynomial orders should be 
compared at same ∆x

Mira Titan KNL



input settings

total per node

case 21

nvar 5

stages per timestep 5

nop 3

number of hardware threads 49152 64

Lx=Ly in meter 1000

Lz in meter 1000

∆x=∆y in meter 1.30208333333333

∆z in meter 0.868055555555556

timesteps for nop=3 690

timesteps for current nop 690

npoin (64 processes per node) 768000000 1000000 62500

npoin (16 processes per node) 737587200 960400 60025

npoinDG 1610612736 2097152 131072

nElemBoun 1409286144 1835008 114688

nElemBoun one face 402653184 524288 32768

nelem 25165824 32768 2048

nboun 4647884.20275297 6051.93255566793 378.245784729246

nProcBoun 116219903.999999 151327.999999999 9457.99999999994

numnode 768

load/store stages 3450

load/store timesteps 690

% of max flops/s for createrhs 100

% of max flops/s for timeloop 100

estimated additional memory 
traffic when reading due to 
random memory access in %

100

estimated additional memory 
traffic when writing due to random 
memory access in %

100

unnecessary accesses 1

metrics in createrhs 0

cache line size in bits 1024
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convergence order
2 3 4 5 6 7 8 9 10

memory traffic

CG CG/DG DG CG storage, metrics in createrhs CG storage, all static data computed in createrhs

variable function random 
access

bits per 
entry

access factor 
per timestep

data GB 
per entry

changes 
during sim

size random 
access

read write # entries load GB 
per node

load rand. 
acc. est.

store GB 
per node

store rand. 
acc. est.

size read write # entries load GB 
per node

load rand. 
acc. est.

store GB 
per node

store rand. 
acc. est.

size read write # entries load GB 
per node

load rand. 
acc. est.

store GB 
per node

store rand. 
acc. est.

size DRAM read write # entries load GB 
per node

load rand. 
acc. est.

store GB 
per node

store rand. 
acc. est.

size read write # entries load GB 
per node

load rand. 
acc. est.

store GB 
per node

store rand. 
acc. est.

qp ti_rk35 64 1 5.5E-06 nvar*npoin 5 5 4802000 132.5 0.0 132.5 0.0 nvar*npoin 5 5 4802000 132.5 0.0 132.5 0.0 nvar*npoinDG 5 5 10485760 289.4 0.0 289.4 0.0 nvar*npoin 5 5 4802000 132.5 0.0 132.5 0.0 nvar*npoin 5 5 4802000 132.5 0.0 132.5 0.0

qp DSS 64 6 3.3E-05 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoinDG 0 0 10485760 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0

qp time_loop 64 1 5.5E-06 nvar*npoin 1 0 4802000 26.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 26.5 0.0 0.0 0.0 nvar*npoinDG 1 0 10485760 57.9 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0

qp filter 64 1 5.5E-06 nvar*npoin 1 0 4802000 26.5 31.8 0.0 0.0 nvar*npoin 1 0 4802000 26.5 31.8 0.0 0.0 nvar*npoinDG 0 0 10485760 0.0 0.0 0.0 0.0 nvar*npoin 1 0 4802000 26.5 31.8 0.0 0.0 nvar*npoin 1 0 4802000 26.5 31.8 0.0 0.0

qp filter 64 1 5.5E-06 nvar*npoin 0 1 4802000 0.0 0.0 26.5 0.0 nvar*npoin 0 1 4802000 0.0 0.0 26.5 0.0 nvar*npoinDG 1 1 10485760 57.9 0.0 57.9 0.0 nvar*npoin 0 1 4802000 0.0 0.0 26.5 0.0 nvar*npoin 0 1 4802000 0.0 0.0 26.5 0.0

qp apply_boundary_conditions 64 1 5.5E-06 3*nboun 6 6 18155.79766700380.6 0.6 0.6 0.6 3*nboun 6 6 18155.79766700380.6 0.6 0.6 0.6 3*nboun 6 6 18155.79766700380.6 0.6 0.6 0.6 3*nboun 6 6 18155.79766700380.6 0.6 0.6 0.6 3*nboun 6 6 18155.7976670038 0.6 0.6 0.6 0.6

q0 ti_rk35 64 1 5.5E-06 nvar*npoin 3 0 4802000 79.5 0.0 0.0 0.0 nvar*npoin 3 0 4802000 79.5 0.0 0.0 0.0 nvar*npoinDG 3 0 10485760 173.6 0.0 0.0 0.0 nvar*npoin 3 0 4802000 79.5 0.0 0.0 0.0 nvar*npoin 3 0 4802000 79.5 0.0 0.0 0.0

q0 time_loop 64 1 5.5E-06 nvar*npoin 1 1 4802000 26.5 0.0 26.5 0.0 nvar*npoin 1 1 4802000 26.5 0.0 26.5 0.0 nvar*npoinDG 1 1 10485760 57.9 0.0 57.9 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0

q1 ti_rk35 64 1 5.5E-06 nvar*npoin 4 5 4802000 106.0 0.0 132.5 0.0 nvar*npoin 4 5 4802000 106.0 0.0 132.5 0.0 nvar*npoinDG 4 5 10485760 231.5 0.0 289.4 0.0 nvar*npoin 4 5 4802000 106.0 0.0 132.5 0.0 nvar*npoin 4 5 4802000 106.0 0.0 132.5 0.0

q1 time_loop 64 1 5.5E-06 nvar*npoin 1 1 4802000 26.5 0.0 26.5 0.0 nvar*npoin 1 1 4802000 26.5 0.0 26.5 0.0 nvar*npoinDG 1 1 10485760 57.9 0.0 57.9 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0

q1 compute_pressure 64 5 2.8E-05 nvar*npoin 1 0 4802000 132.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 132.5 0.0 0.0 0.0 nvar*npoinDG 1 0 10485760 289.4 0.0 0.0 0.0 nvar*npoin 1 0 4802000 132.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 132.5 0.0 0.0 0.0

q1 create_rhs_volume 64 5 2.8E-05 nvar*npoin 1 0 4802000 132.5 159.2 0.0 0.0 nvar*npoin 1 0 4802000 132.5 159.2 0.0 0.0 nvar*npoinDG 0 0 10485760 0.0 0.0 0.0 0.0 nvar*npoin 1 0 4802000 132.5 159.2 0.0 0.0 nvar*npoin 1 0 4802000 132.5 159.2 0.0 0.0

q1 create_rhs_volume 64 5 2.8E-05 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoinDG 1 0 10485760 289.4 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0

q2 ti_rk35 64 1 5.5E-06 nvar*npoin 1 1 4802000 26.5 0.0 26.5 0.0 nvar*npoin 1 2 4802000 26.5 0.0 53.0 0.0 nvar*npoinDG 1 1 10485760 57.9 0.0 57.9 0.0 nvar*npoin 1 1 4802000 26.5 0.0 26.5 0.0 nvar*npoin 1 1 4802000 26.5 0.0 26.5 0.0

q2 time_loop 64 1 5.5E-06 nvar*npoin 0 1 4802000 0.0 0.0 26.5 0.0 nvar*npoin 0 1 4802000 0.0 0.0 26.5 0.0 nvar*npoinDG 0 1 10485760 0.0 0.0 57.9 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0

press compute_pressure 64 5 2.8E-05 npoin 0 1 960400 0.0 0.0 26.5 0.0 npoin 0 1 960400 0.0 0.0 26.5 0.0 npoinDG 0 0 2097152 0.0 0.0 0.0 0.0 npoin 0 0 960400 0.0 0.0 0.0 0.0 npoin 0 0 960400 0.0 0.0 0.0 0.0

press create_rhs_volume 64 5 2.8E-05 npoin 1 0 960400 26.5 217.1 0.0 0.0 npoin 1 0 960400 26.5 217.1 0.0 0.0 npoinDG 0 0 2097152 0.0 0.0 0.0 0.0 npoin 0 0 960400 0.0 0.0 0.0 0.0 npoin 0 0 960400 0.0 0.0 0.0 0.0

press_ref compute_pressure 64 5 2.8E-05 npoin 1 0 960400 26.5 0.0 0.0 0.0 npoin 1 0 960400 26.5 0.0 0.0 0.0 npoinDG 1 0 2097152 57.9 0.0 0.0 0.0 npoin 0 0 960400 0.0 0.0 0.0 0.0 npoin 0 0 960400 0.0 0.0 0.0 0.0

press_ref create_rhs_volume 64 5 2.8E-05 npoin 0 0 960400 0.0 0.0 0.0 0.0 npoin 0 0 960400 0.0 0.0 0.0 0.0 npoinDG 0 0 2097152 0.0 0.0 0.0 0.0 npoin 1 0 960400 26.5 26.5 0.0 0.0 npoin 0 0 960400 0.0 0.0 0.0 0.0

rhs create_rhs_volume 64 5 2.8E-05 nvar*npoin 1 1 4802000 132.5 159.2 132.5 159.2 nvar*npoin 1 1 4802000 132.5 159.2 132.5 159.2 nvar*npoin 1 1 4802000 132.5 159.2 132.5 159.2 nvar*npoin 1 1 4802000 132.5 159.2 132.5 159.2 nvar*npoin 1 1 4802000 132.5 159.2 132.5 159.2

rhs ti_rk35 64 5 2.8E-05 nvar*npoin 1 0 4802000 132.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 132.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 132.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 132.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 132.5 0.0 0.0 0.0

rhs DSS 64 6 3.3E-05 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoinDG 0 0 10485760 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0

rhs0 time_loop 64 1 5.5E-06 nvar*npoin 1 0 4802000 26.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 26.5 0.0 0.0 0.0 nvar*npoinDG 1 0 10485760 57.9 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0

rhs1 time_loop 64 1 5.5E-06 nvar*npoin 1 1 4802000 26.5 0.0 26.5 0.0 nvar*npoin 1 1 4802000 26.5 0.0 26.5 0.0 nvar*npoinDG 1 1 10485760 57.9 0.0 57.9 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0

rhs2 time_loop 64 1 5.5E-06 nvar*npoin 0 1 4802000 0.0 0.0 26.5 0.0 nvar*npoin 0 1 4802000 0.0 0.0 26.5 0.0 nvar*npoinDG 0 1 10485760 0.0 0.0 57.9 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0

grad_rho_ref create_rhs_volume 64 5 2.8E-05 3*npoin 1 0 2881200 79.5 188.1 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoin 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0

grad_theta_ref create_rhs_volume 64 5 2.8E-05 3*npoin 1 0 2881200 79.5 188.1 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoin 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0

grad_press_ref create_rhs_volume 64 5 2.8E-05 3*npoin 1 0 2881200 79.5 188.1 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoin 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0

kvector create_rhs_volume 64 5 2.8E-05 3*npoin 1 0 2881200 79.5 188.1 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoin 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0

rho_ref create_rhs_volume 64 5 2.8E-05 npoin 1 0 960400 26.5 0.0 0.0 0.0 npoinDG 1 0 2097152 57.9 0.0 0.0 0.0 npoin 1 0 2097152 57.9 0.0 0.0 0.0 npoinDG 1 0 2097152 57.9 0.0 0.0 0.0 npoinDG 0 0 2097152 0.0 0.0 0.0 0.0

intma create_rhs_volume 8 5 3.4E-06 npoinDG 1 0 2097152 7.2 0.0 0.0 0.0 npoinDG 1 0 2097152 7.2 0.0 0.0 0.0 npoin 1 0 2097152 7.2 0.0 0.0 0.0 npoinDG 1 0 2097152 7.2 0.0 0.0 0.0 npoinDG 1 0 2097152 7.2 0.0 0.0 0.0

ksi_x,y,z create_rhs_volume 64 5 2.8E-05 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0

eta_x,y,z create_rhs_volume 64 5 2.8E-05 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0

zeta_x,y,z create_rhs_volume 64 5 2.8E-05 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0

jac create_rhs_volume 64 5 2.8E-05 npoinDG 1 0 2097152 57.9 0.0 0.0 0.0 npoinDG 1 0 2097152 57.9 0.0 0.0 0.0 npoinDG 1 0 2097152 57.9 0.0 0.0 0.0 npoinDG 0 0 2097152 0.0 0.0 0.0 0.0 npoinDG 0 0 2097152 0.0 0.0 0.0 0.0

coord create_rhs_volume 64 5 2.8E-05 3*npoin 0 0 2881200 0.0 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0 3*npoin 0 0 6291456 0.0 0.0 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0

dpsi create_rhs_volume 64 5 2.8E-05 (nop+1)^2 1 0 16 0.0 0.0 0.0 0.0 (nop+1)^2 1 0 16 0.0 0.0 0.0 0.0 (nop+1)^2 1 0 16 0.0 0.0 0.0 0.0 (nop+1)^2 1 0 16 0.0 0.0 0.0 0.0 (nop+1)^2 1 0 16 0.0 0.0 0.0 0.0

recv_data create_global_rhs 64 6 3.3E-05 nvar*nProcBoun 1 1 756639.99999999525.1 0.0 25.1 0.0 nvar*nProcBoun 1 1 756639.99999999525.1 0.0 25.1 0.0 nvar*nProcBoun 1 1 756639.99999999525.1 0.0 25.1 0.0 nvar*nProcBoun 1 1 756639.99999999525.1 0.0 25.1 0.0 nvar*nProcBoun 1 1 756639.99999999525.1 0.0 25.1 0.0

massinv create_global_rhs 64 6 3.3E-05 npoin 1 0 960400 31.8 0.0 0.0 0.0 npoin 1 0 960400 31.8 0.0 0.0 0.0 npoinDG 1 0 2097152 69.5 0.0 0.0 0.0 npoin 1 0 960400 31.8 0.0 0.0 0.0 npoin 1 0 960400 31.8 0.0 0.0 0.0

pmatrix apply_boundary_conditions 64 5 2.8E-05 9*nboun 1 0 54467.39300101141.5 1.5 0.0 0.0 9*nboun 1 0 54467.39300101141.5 1.5 0.0 0.0 9*nboun 1 0 54467.39300101141.5 1.5 0.0 0.0 9*nboun 1 0 54467.39300101141.5 1.5 0.0 0.0 9*nboun 1 0 54467.3930010114 1.5 1.5 0.0 0.0

b filter 64 1 5.5E-06 nvar*npoin 1 1 4802000 26.5 31.8 26.5 31.8 nvar*npoin 1 1 4802000 26.5 31.8 26.5 31.8 nvar*npoin 1 1 4802000 26.5 31.8 26.5 31.8 nvar*npoin 1 1 4802000 26.5 31.8 26.5 31.8 nvar*npoin 1 1 4802000 26.5 31.8 26.5 31.8

b filter 64 1 5.5E-06 nvar*npoin 1 0 4802000 26.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 26.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 26.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 26.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 26.5 0.0 0.0 0.0

createrhs 44197488 1222.2 1287.9 132.5 159.2 62385520 1630.1 535.4 132.5 159.2 63522272 1760.4 159.2 132.5 159.2 62385520 1051.3 344.9 132.5 159.2 62385520 272.3 318.3 132.5 159.2

timeloop 149710351.1906682129.4 1353.6 661.8 191.6 167898383.1906682537.3 601.2 688.3 191.6 275889823.1906683489.7 193.1 1168.7 191.6 167898383.1906681799.4 410.6 502.8 191.6 167898383.1906681020.5 384.1 502.8 191.6

DRAM in GB 3.8

results create_rhs

measurement 
1 thread per 
core, nop=6

measurement 
1 thread per 
core, nop=3

measurement 
4 thread per 
core, nop=3

measurement 
optimized, 
nop=3

CG CG/DG DG CG storage, 
metrics in 
createrhs

CG storage, all static 
data computed in 
createrhs

total # of GFlops per node (entire sim) 3419.4 2315.3 2315.8 2503.0 2503.0 2503.0 3119.1 3119.1 3119.1

total read traffic in GB (entire sim) 1222.2 1630.1 1760.4 1051.3 272.3

total write traffic in GB (entire sim) 132.5 132.5 132.5 132.5 132.5

operational intensity (no random acc.) 1.8 1.4 1.6 2.6 7.7

optimal runtime (no random acc.) 47.5 61.8 66.4 41.5 14.2

% peak (no random acc.) 25.7 19.8 22.9 36.7 107.2

total read traffic incl. rand. acc. est. 2466.4 1753.3 2111.4 1657.6 2510.1 2165.5 1919.6 1396.1 590.7

total write traffic incl. rand. acc. est. 469.8 293.1 481.5 382.5 291.7 291.7 291.7 291.7 291.7

op. intensity incl. rand. acc. est. 1.2 1.1 0.9 1.3 0.9 1.0 1.4 1.8 3.5

runtime at 100% of max flops/s 855.1 802.2 351.4 96.7 98.3 86.2 77.6 59.2 31.0

% peak 2.0 1.4 3.2 12.6 12.4 14.2 19.6 25.7 49.2

Comments

• q2 in ti_rk35: one write would be enough
• q2 in time_loop: no need to write
• don't know how many flops are used for one power operation => use measured flops
• single precision is trivial in this simple model: all the significant memory traffic gets 

reduced by a factor of 2, the number of floating point operations remains the same => 
operational intensity increases by factor of 2, runtime decreases by factor of 2. We 
wouldn't make better use of the registers because BGQ only supports four values per 
register even for single precision!

• colors in the input settings:
• yellow: need to be specified. The rest is computed automatically!

• colors in the memory traffic table:
• red: uncertain or unnecessary
• yellow: highly random memory access => real traffic probably much larger
• green: change compared to the version left of this

• TODO: make this for case 61 => when using the repo version on only one thread per 
core the problem might fit into L2 cache which might make these predictions very 
accurate!

• the measurement of traffic in create_rhs is probably highly inaccurate! It could be too 
large because it measures all traffic between the first thread of the node(!) entering 
create_rhs and the last thread of the node leaving it. This is probably less of an issue 
with OpenMP because all threads inside the same process are synchronized. But it 
could also be too small because the prefetcher is probably already loading data before 
entering the region. However memory traffic in timeloop is probably very accurate 
because it is just one long measurement!

• extreme optimization idea: assume that the reference atmosphere is given analytically 
and that there is a way to compute the coordinates from simple integer numbers => 
could compute grad_... variables and coord inside create_rhs! => about 110s runtime 
for timeloop

• possible reasons for measuring less bandwidth than predicted:
• some of the data that needs  to be accessed non-continuously is already in L2 cache

• possible reasons for measuring more read bandwidth than predicted:
• prefetcher might be loading cache lines that are not needed

• possible reasons for measuring more write bandwidth than predicted:
• processor might write cache line multiple times

floating point operations: current CG storage OpenMP version with vector intrinsics

function +, -, *, / ** (power) times called per step flops per call total GFlops flops per DG point and call total GFlops measured total GFlops used with metrics all static data GFlops DG storage

timeloop 0 0 1 0.00E+00 0.00 0.00

ti_rk35 19*npoin 0 1 1.82E+07 12.59 8.70

compute_pressure 7*npoin 1*npoin 5 6.72E+06 23.19 3.21

create_rhs_volume ((nvar+1)*3*(6+2*(nop+1))+10+3*16+(nvar-4)*5+nvar
+nvar)*npoinDG

0 5 6.82E+08 2351.43 325.00 2503.00 2503.00 3119.13 3119.13

metrics (17+4*9+3+3*2*(nop+1))*npoinDG 0.00 0.00

kvector 0 for case 21 0.00 0.00

create_global_rhs nvar*(nProcBoun+npoin) 0 6 5.56E+06 23.01 2.65

apply_boundary_conditions nboun*3*5 0 6 9.08E+04 0.38 0.04

filter (3*2*(nop+1)+2)*(nop+1)^3*nvar*nelem 0 1 2.73E+08 188.11 130.00 166.00 166.00 166.00

total 2598.72 469.60 3007.00 3007.00 3623.12 4023.19

results timeloop

measurement 
1 thread per 
core, nop=6

measurement 
1 thread per 
core, nop=3

measurement 
4 thread per 
core, nop=3

measurement 
optimized, 
nop=3

CG CG/DG DG CG storage, 
metrics in 
createrhs

CG storage, all static 
data computed in 
createrhs

total # of GFlops per node (entire sim) 4285.1 2810.4 2833.3 3007.0 3007.0 3007.0 4023.2 3623.1 3623.1

total read traffic in GB (entire sim) 2129.4 2537.3 3489.7 1799.4 1020.5

total write traffic in GB (entire sim) 661.8 688.3 1168.7 502.8 502.8

operational intensity (no random acc.) 1.1 0.9 0.9 1.6 2.4

optimal runtime (no random acc.) 97.9 113.2 163.5 80.8 53.4

% peak (no random acc.) 15.0 13.0 12.0 21.9 33.1

total read traffic incl. rand. acc. est. 4501.5 2995.7 3299.9 3009.6 3483.1 3138.5 3682.8 2210.1 1404.6

total write traffic incl. rand. acc. est. 1812.0 1100.9 1220.2 1102.1 853.4 879.9 1360.3 694.4 694.4

op. intensity incl. rand. acc. est. 0.7 0.7 0.6 0.7 0.7 0.7 0.8 1.2 1.7

runtime at 100% of max flops/s 1099.9 972.7 454.3 198.5 152.2 141.0 176.9 101.9 73.6

% peak 1.9 1.4 3.0 7.4 9.6 10.4 11.1 17.4 24.0

Summary:

• we are for CG already almost optimal. Restructuring 
everything into element-loops would slow us down.

• we could get almost two times faster by computing the 
coordinates, reference fields and metric terms in create_rhs

• expect Aurora to get us 20-30 times faster than the fastest 
current results on Mira => 1km global resolution should be 
possible!

• there is a limit to optimization and once we move coord, ref 
and metric terms inside create_rhs we should be very close 
to this limit. (Bad news: reaching a runtime of 0 seconds 
appears to be impossible! ! )

nopRuntime

convergence order CG CG/DG DG CG storage, metrics 
in createrhs

CG storage, all static data 
computed in createrhs

CG CG/DG DG

2 171 137 199 94 63 171 137 199

2 161 132 190 90 61

2 155 128 183 88 60

2 150 125 178 86 59

2 146 123 175 85 58

3 143 122 172 85 58

3 142 122 170 85 59

3 140 122 168 85 59

3 140 122 167 86 60

3 140 123 167 87 60

3 140 124 167 88 61 140 124 167

3 140 125 167 89 62

3 141 126 168 90 63

3 142 128 168 91 64

3 143 129 169 92 66

4 144 131 170 94 67

4 145 133 171 95 68

4 147 135 173 97 69

4 149 137 174 99 71

4 150 139 175 100 72

4 152 141 177 102 74 152 141 177

4 154 143 179 104 75

4 156 145 180 105 77

4 158 148 182 107 78

4 160 150 184 109 80

5 162 152 186 111 81

5 164 155 188 113 83

5 167 157 190 115 84

5 169 159 192 117 86

5 171 162 194 119 87

5 173 164 196 120 89 173 164 196

5 176 167 198 122 91

5 178 169 200 124 92

5 181 172 202 126 94

5 183 174 204 128 95

6 185 177 207 130 97

6 188 180 209 132 99

6 190 182 211 134 100

6 193 185 213 136 102

6 195 187 216 139 104

6 198 190 218 141 105 198 190 218

6 200 193 220 143 107

6 203 195 223 145 109

6 206 198 225 147 110

6 208 201 227 149 112

7 211 203 230 151 114

7 213 206 232 153 116

7 216 209 234 155 117

7 219 211 237 157 119

7 221 214 239 159 121

7 224 217 242 161 122 224 217 242

7 227 219 244 164 124

7 229 222 247 166 126

7 232 225 249 168 127

7 235 228 251 170 129

8 237 230 254 172 131

8 240 233 256 174 133

8 243 236 259 176 134

8 245 239 261 178 136

8 248 241 264 180 138

8 251 244 266 183 139 251 244 266

8 253 247 269 185 141

8 256 250 271 187 143

8 259 252 274 189 145

8 262 255 276 191 146

9 264 258 279 193 148

9 267 261 281 195 150

9 270 263 284 198 152

9 273 266 286 200 153

9 275 269 289 202 155

9 278 272 291 204 157 278 272 291

9 281 275 294 206 159

9 284 277 296 208 160

9 286 280 299 211 162

9 289 283 302 213 164

10 292 286 304 215 166

10 295 289 307 217 167

10 297 291 309 219 169

10 300 294 312 221 171

10 303 297 314 224 173

10 306 300 317 226 174 306 300 317

nopRuntimePerStep

convergence order CG CG/DG DG CG storage, metrics 
in createrhs

CG storage, all static data 
computed in createrhs

CG CG/DG DG

2 0.7 0.6 0.9 0.4 0.3 0.7 0.6 0.9

2.1 0.6 0.5 0.8 0.4 0.2

2.2 0.6 0.5 0.7 0.3 0.2

2.3 0.5 0.4 0.6 0.3 0.2

2.4 0.5 0.4 0.5 0.3 0.2

2.5 0.4 0.4 0.5 0.2 0.2

2.6 0.4 0.3 0.5 0.2 0.2

2.7 0.4 0.3 0.4 0.2 0.2

2.8 0.3 0.3 0.4 0.2 0.1

2.9 0.3 0.3 0.4 0.2 0.1

3 0.3 0.3 0.4 0.2 0.1 0.3 0.3 0.4

3.1 0.3 0.3 0.3 0.2 0.1

3.2 0.3 0.2 0.3 0.2 0.1

3.3 0.3 0.2 0.3 0.2 0.1

3.4 0.3 0.2 0.3 0.2 0.1

3.5 0.3 0.2 0.3 0.2 0.1

3.6 0.2 0.2 0.3 0.2 0.1

3.7 0.2 0.2 0.3 0.2 0.1

3.8 0.2 0.2 0.3 0.2 0.1

3.9 0.2 0.2 0.3 0.2 0.1

4 0.2 0.2 0.3 0.1 0.1 0.2 0.2 0.3

4.1 0.2 0.2 0.3 0.1 0.1

4.2 0.2 0.2 0.2 0.1 0.1

4.3 0.2 0.2 0.2 0.1 0.1

4.4 0.2 0.2 0.2 0.1 0.1

4.5 0.2 0.2 0.2 0.1 0.1

4.6 0.2 0.2 0.2 0.1 0.1

4.7 0.2 0.2 0.2 0.1 0.1

4.8 0.2 0.2 0.2 0.1 0.1

4.9 0.2 0.2 0.2 0.1 0.1

5 0.2 0.2 0.2 0.1 0.1 0.2 0.2 0.2

5.1 0.2 0.2 0.2 0.1 0.1

5.2 0.2 0.2 0.2 0.1 0.1

5.3 0.2 0.2 0.2 0.1 0.1

5.4 0.2 0.2 0.2 0.1 0.1

5.5 0.2 0.2 0.2 0.1 0.1

5.6 0.2 0.2 0.2 0.1 0.1

5.7 0.2 0.2 0.2 0.1 0.1

5.8 0.2 0.2 0.2 0.1 0.1

5.9 0.2 0.2 0.2 0.1 0.1

6 0.2 0.2 0.2 0.1 0.1 0.2 0.2 0.2

6.1 0.2 0.2 0.2 0.1 0.1

6.2 0.2 0.2 0.2 0.1 0.1

6.3 0.2 0.2 0.2 0.1 0.1

6.4 0.2 0.2 0.2 0.1 0.1

6.5 0.2 0.2 0.2 0.1 0.1

6.6 0.2 0.2 0.2 0.1 0.1

6.7 0.2 0.2 0.2 0.1 0.1

6.8 0.2 0.2 0.2 0.1 0.1

6.9 0.2 0.2 0.2 0.1 0.1

7 0.2 0.2 0.2 0.1 0.1 0.2 0.2 0.2

7.1 0.2 0.2 0.2 0.1 0.1

7.2 0.2 0.2 0.2 0.1 0.1

7.3 0.2 0.2 0.2 0.1 0.1

7.4 0.2 0.2 0.2 0.1 0.1

7.5 0.2 0.2 0.2 0.1 0.1

7.6 0.2 0.2 0.2 0.1 0.1

7.7 0.2 0.2 0.2 0.1 0.1

7.8 0.2 0.2 0.2 0.1 0.1

7.9 0.2 0.2 0.2 0.1 0.1

8 0.2 0.2 0.2 0.1 0.1 0.2 0.2 0.2

8.1 0.2 0.2 0.2 0.1 0.1

8.2 0.2 0.2 0.2 0.1 0.1

8.3 0.2 0.2 0.2 0.1 0.1

8.4 0.2 0.1 0.2 0.1 0.1

8.5 0.2 0.1 0.2 0.1 0.1

8.6 0.2 0.1 0.2 0.1 0.1

8.7 0.2 0.1 0.2 0.1 0.1

8.8 0.2 0.1 0.2 0.1 0.1

8.9 0.2 0.1 0.2 0.1 0.1

9 0.2 0.1 0.2 0.1 0.1 0.2 0.1 0.2

9.1 0.2 0.1 0.2 0.1 0.1

9.2 0.2 0.1 0.2 0.1 0.1

9.3 0.1 0.1 0.2 0.1 0.1

9.4 0.1 0.1 0.2 0.1 0.1

9.5 0.1 0.1 0.2 0.1 0.1

9.6 0.1 0.1 0.2 0.1 0.1

9.7 0.1 0.1 0.2 0.1 0.1

9.8 0.1 0.1 0.2 0.1 0.1

9.9 0.1 0.1 0.2 0.1 0.1

10 0.1 0.1 0.2 0.1 0.1 0.1 0.1 0.2
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new results:

• we don't need to restructure DG storage to make it fast. We 
only should avoid having two copies of rhs

• in my first version I multiplied the amount of data in arrays 
that are accessed non-continuously by a certain factor to 
estimate the effect of random memory access. Problem: 
according to this estimate the random memory access 
would get more significant with increasing nop. This has to 
be wrong because with increasing nop more and more data 
belongs to interior points of the element which are always 
stored continuously. => new estimate: size left in one cache 
line per point times the number of points in one face of each 
element

nvarRuntime

nop CG best current version DG CG storage, metric 
terms in createrhs

CG storage, all static data 
computed in createrhs

0 122 111 135 101 73

1 130 119 152 109 81

2 138 128 169 118 90

3 147 136 186 126 98

4 155 145 203 135 106

5 164 153 220 143 115

6 172 162 237 151 123

7 180 171 254 160 132

8 189 179 271 168 140

9 197 188 288 177 148

10 206 196 305 185 157

11 214 205 322 193 165

12 252 243 358 231 203

13 260 251 375 239 211

14 268 260 392 248 220

15 277 268 409 256 228

16 285 277 426 265 236

17 294 286 443 273 245

18 302 294 460 281 253

19 310 303 477 290 261

20 319 311 494 298 270

21 327 320 510 307 278

22 336 328 527 315 287

23 344 337 544 323 295

24 352 346 561 332 303

25 361 354 578 340 312

26 369 363 595 348 320

27 378 371 612 357 329

28 415 409 648 395 366

29 424 418 665 403 375

30 432 426 682 411 383

31 440 435 699 420 391

32 449 444 716 428 400

33 457 452 733 436 408

34 466 461 750 445 417

35 474 469 767 453 425

36 482 478 784 462 433

37 491 486 801 470 442

38 499 495 818 478 450

39 507 504 835 487 459

40 516 512 852 495 467

41 524 521 869 504 475

42 533 529 885 512 484

43 541 538 902 520 492

44 579 576 939 558 530

45 587 584 956 566 538

46 595 593 973 575 547

47 604 601 990 583 555

48 612 610 1006 592 563

49 621 619 1023 600 572

50 629 627 1040 608 580

51 637 636 1057 617 589

52 646 644 1074 625 597

53 654 653 1091 634 605

54 663 661 1108 642 614

55 671 670 1125 650 622

56 679 679 1142 659 631

57 688 687 1159 667 639

58 696 696 1176 676 647

59 705 704 1193 684 656

60 742 742 1229 722 693

61 751 751 1246 730 702

62 759 759 1263 738 710

63 767 768 1280 747 718

64 776 777 1297 755 727

65 784 785 1314 764 735

66 793 794 1331 772 744

67 801 802 1348 780 752

68 809 811 1365 789 760

69 818 819 1381 797 769

70 826 828 1398 806 777

71 835 837 1415 814 786

72 843 845 1432 822 794

73 851 854 1449 831 802

74 860 862 1466 839 811

75 868 871 1483 847 819

76 906 909 1519 885 857

77 914 917 1536 894 865

78 923 926 1553 902 874

79 931 934 1570 910 882

80 939 943 1587 919 890

81 948 952 1604 927 899

82 956 960 1621 935 907

83 964 969 1638 944 916

84 973 977 1655 952 924

85 981 986 1672 961 932

86 990 995 1689 969 941

87 998 1003 1706 977 949

88 1006 1012 1723 986 958

89 1015 1020 1740 994 966

90 1023 1029 1756 1003 974

91 1032 1037 1773 1011 983

92 1069 1075 1810 1049 1020

93 1078 1084 1827 1057 1029

94 1086 1092 1844 1065 1037

95 1094 1101 1861 1074 1046

96 1103 1110 1878 1082 1054

97 1111 1118 1894 1091 1062

98 1120 1127 1911 1099 1071

99 1128 1135 1928 1107 1079

100 1136 1144 1945 1116 1088

nopRuntime: no unnecessary access, metrics in createrhs

nop CG storage CG/DG DG CG storage, metrics 
in createrhs

CG storage, all static data 
computed in createrhs

1 144 111 153 93 63

2 114 98 128 87 61

3 122 111 135 101 73

4 138 128 150 119 88

5 156 148 167 139 104

6 176 169 186 160 121

7 197 191 205 181 137

8 218 212 224 202 154

9 240 234 244 223 172

10 262 256 264 244 189
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CG storage CG/DG DG

nopRuntimePerStep: no unnecessary access, metrics in createrhs

nop CG storage CG/DG DG CG storage, metrics 
in createrhs

CG storage, all static data 
computed in createrhs

1 0.63 0.48 0.67 0.41 0.27

2 0.25 0.21 0.28 0.19 0.13

3 0.18 0.16 0.20 0.15 0.11

4 0.15 0.14 0.16 0.13 0.10

5 0.14 0.13 0.15 0.12 0.09

6 0.13 0.12 0.13 0.12 0.09

7 0.12 0.12 0.13 0.11 0.09

8 0.12 0.12 0.12 0.11 0.08

9 0.12 0.11 0.12 0.11 0.08

10 0.11 0.11 0.11 0.11 0.08
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DG
CG storage, metric terms in createrhs
CG storage, all static data computed in createrhs

nopRuntime-old (wrong)

nop CG CG/DG DG CG storage, metrics 
in createrhs

CG storage, all static data 
computed in createrhs

1 88 117 242 80 38

2 140 150 226 113 76

3 198 198 254 153 114

4 258 249 292 196 152

5 318 301 334 239 190

6 378 353 378 283 228

7 439 406 422 327 266

8 499 459 467 370 304

9 560 512 512 414 342

10 620 566 558 458 380

11 681 619 603 502 418

12 741 672 649 546 456

13 802 726 695 590 494

14 863 779 741 634 533

15 923 832 787 678 571

old result (wrong estimate for random access bandwidth!)
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Which convergence order to use?
theoretical performance model for fixed ∆x

input settings

total per node

case 21

nvar 5

stages per timestep 5

nop 3

number of hardware threads 49152 64

Lx=Ly in meter 1000

Lz in meter 1000

∆x=∆y in meter 1.30208333333333

∆z in meter 0.868055555555556

timesteps for nop=3 690

timesteps for current nop 690

npoin (64 processes per node) 768000000 1000000 62500

npoin (16 processes per node) 737587200 960400 60025

npoinDG 1610612736 2097152 131072

nElemBoun 1409286144 1835008 114688

nElemBoun one face 402653184 524288 32768

nelem 25165824 32768 2048

nboun 4647884.20275297 6051.93255566793 378.245784729246

nProcBoun 116219903.999999 151327.999999999 9457.99999999994

numnode 768

load/store stages 3450

load/store timesteps 690

% of max flops/s for createrhs 100

% of max flops/s for timeloop 100

estimated additional memory 
traffic when reading due to 
random memory access in %

100

estimated additional memory 
traffic when writing due to random 
memory access in %

100

unnecessary accesses 1

metrics in createrhs 0

cache line size in bits 1024
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memory traffic

CG CG/DG DG CG storage, metrics in createrhs CG storage, all static data computed in createrhs

variable function random 
access

bits per 
entry

access factor 
per timestep

data GB 
per entry

changes 
during sim

size random 
access

read write # entries load GB 
per node

load rand. 
acc. est.

store GB 
per node

store rand. 
acc. est.

size read write # entries load GB 
per node

load rand. 
acc. est.

store GB 
per node

store rand. 
acc. est.

size read write # entries load GB 
per node

load rand. 
acc. est.

store GB 
per node

store rand. 
acc. est.

size DRAM read write # entries load GB 
per node

load rand. 
acc. est.

store GB 
per node

store rand. 
acc. est.

size read write # entries load GB 
per node

load rand. 
acc. est.

store GB 
per node

store rand. 
acc. est.

qp ti_rk35 64 1 5.5E-06 nvar*npoin 5 5 4802000 132.5 0.0 132.5 0.0 nvar*npoin 5 5 4802000 132.5 0.0 132.5 0.0 nvar*npoinDG 5 5 10485760 289.4 0.0 289.4 0.0 nvar*npoin 5 5 4802000 132.5 0.0 132.5 0.0 nvar*npoin 5 5 4802000 132.5 0.0 132.5 0.0

qp DSS 64 6 3.3E-05 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoinDG 0 0 10485760 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0

qp time_loop 64 1 5.5E-06 nvar*npoin 1 0 4802000 26.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 26.5 0.0 0.0 0.0 nvar*npoinDG 1 0 10485760 57.9 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0

qp filter 64 1 5.5E-06 nvar*npoin 1 0 4802000 26.5 31.8 0.0 0.0 nvar*npoin 1 0 4802000 26.5 31.8 0.0 0.0 nvar*npoinDG 0 0 10485760 0.0 0.0 0.0 0.0 nvar*npoin 1 0 4802000 26.5 31.8 0.0 0.0 nvar*npoin 1 0 4802000 26.5 31.8 0.0 0.0

qp filter 64 1 5.5E-06 nvar*npoin 0 1 4802000 0.0 0.0 26.5 0.0 nvar*npoin 0 1 4802000 0.0 0.0 26.5 0.0 nvar*npoinDG 1 1 10485760 57.9 0.0 57.9 0.0 nvar*npoin 0 1 4802000 0.0 0.0 26.5 0.0 nvar*npoin 0 1 4802000 0.0 0.0 26.5 0.0

qp apply_boundary_conditions 64 1 5.5E-06 3*nboun 6 6 18155.79766700380.6 0.6 0.6 0.6 3*nboun 6 6 18155.79766700380.6 0.6 0.6 0.6 3*nboun 6 6 18155.79766700380.6 0.6 0.6 0.6 3*nboun 6 6 18155.79766700380.6 0.6 0.6 0.6 3*nboun 6 6 18155.7976670038 0.6 0.6 0.6 0.6

q0 ti_rk35 64 1 5.5E-06 nvar*npoin 3 0 4802000 79.5 0.0 0.0 0.0 nvar*npoin 3 0 4802000 79.5 0.0 0.0 0.0 nvar*npoinDG 3 0 10485760 173.6 0.0 0.0 0.0 nvar*npoin 3 0 4802000 79.5 0.0 0.0 0.0 nvar*npoin 3 0 4802000 79.5 0.0 0.0 0.0

q0 time_loop 64 1 5.5E-06 nvar*npoin 1 1 4802000 26.5 0.0 26.5 0.0 nvar*npoin 1 1 4802000 26.5 0.0 26.5 0.0 nvar*npoinDG 1 1 10485760 57.9 0.0 57.9 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0

q1 ti_rk35 64 1 5.5E-06 nvar*npoin 4 5 4802000 106.0 0.0 132.5 0.0 nvar*npoin 4 5 4802000 106.0 0.0 132.5 0.0 nvar*npoinDG 4 5 10485760 231.5 0.0 289.4 0.0 nvar*npoin 4 5 4802000 106.0 0.0 132.5 0.0 nvar*npoin 4 5 4802000 106.0 0.0 132.5 0.0

q1 time_loop 64 1 5.5E-06 nvar*npoin 1 1 4802000 26.5 0.0 26.5 0.0 nvar*npoin 1 1 4802000 26.5 0.0 26.5 0.0 nvar*npoinDG 1 1 10485760 57.9 0.0 57.9 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0

q1 compute_pressure 64 5 2.8E-05 nvar*npoin 1 0 4802000 132.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 132.5 0.0 0.0 0.0 nvar*npoinDG 1 0 10485760 289.4 0.0 0.0 0.0 nvar*npoin 1 0 4802000 132.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 132.5 0.0 0.0 0.0

q1 create_rhs_volume 64 5 2.8E-05 nvar*npoin 1 0 4802000 132.5 159.2 0.0 0.0 nvar*npoin 1 0 4802000 132.5 159.2 0.0 0.0 nvar*npoinDG 0 0 10485760 0.0 0.0 0.0 0.0 nvar*npoin 1 0 4802000 132.5 159.2 0.0 0.0 nvar*npoin 1 0 4802000 132.5 159.2 0.0 0.0

q1 create_rhs_volume 64 5 2.8E-05 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoinDG 1 0 10485760 289.4 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0

q2 ti_rk35 64 1 5.5E-06 nvar*npoin 1 1 4802000 26.5 0.0 26.5 0.0 nvar*npoin 1 2 4802000 26.5 0.0 53.0 0.0 nvar*npoinDG 1 1 10485760 57.9 0.0 57.9 0.0 nvar*npoin 1 1 4802000 26.5 0.0 26.5 0.0 nvar*npoin 1 1 4802000 26.5 0.0 26.5 0.0

q2 time_loop 64 1 5.5E-06 nvar*npoin 0 1 4802000 0.0 0.0 26.5 0.0 nvar*npoin 0 1 4802000 0.0 0.0 26.5 0.0 nvar*npoinDG 0 1 10485760 0.0 0.0 57.9 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0

press compute_pressure 64 5 2.8E-05 npoin 0 1 960400 0.0 0.0 26.5 0.0 npoin 0 1 960400 0.0 0.0 26.5 0.0 npoinDG 0 0 2097152 0.0 0.0 0.0 0.0 npoin 0 0 960400 0.0 0.0 0.0 0.0 npoin 0 0 960400 0.0 0.0 0.0 0.0

press create_rhs_volume 64 5 2.8E-05 npoin 1 0 960400 26.5 217.1 0.0 0.0 npoin 1 0 960400 26.5 217.1 0.0 0.0 npoinDG 0 0 2097152 0.0 0.0 0.0 0.0 npoin 0 0 960400 0.0 0.0 0.0 0.0 npoin 0 0 960400 0.0 0.0 0.0 0.0

press_ref compute_pressure 64 5 2.8E-05 npoin 1 0 960400 26.5 0.0 0.0 0.0 npoin 1 0 960400 26.5 0.0 0.0 0.0 npoinDG 1 0 2097152 57.9 0.0 0.0 0.0 npoin 0 0 960400 0.0 0.0 0.0 0.0 npoin 0 0 960400 0.0 0.0 0.0 0.0

press_ref create_rhs_volume 64 5 2.8E-05 npoin 0 0 960400 0.0 0.0 0.0 0.0 npoin 0 0 960400 0.0 0.0 0.0 0.0 npoinDG 0 0 2097152 0.0 0.0 0.0 0.0 npoin 1 0 960400 26.5 26.5 0.0 0.0 npoin 0 0 960400 0.0 0.0 0.0 0.0

rhs create_rhs_volume 64 5 2.8E-05 nvar*npoin 1 1 4802000 132.5 159.2 132.5 159.2 nvar*npoin 1 1 4802000 132.5 159.2 132.5 159.2 nvar*npoin 1 1 4802000 132.5 159.2 132.5 159.2 nvar*npoin 1 1 4802000 132.5 159.2 132.5 159.2 nvar*npoin 1 1 4802000 132.5 159.2 132.5 159.2

rhs ti_rk35 64 5 2.8E-05 nvar*npoin 1 0 4802000 132.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 132.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 132.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 132.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 132.5 0.0 0.0 0.0

rhs DSS 64 6 3.3E-05 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoinDG 0 0 10485760 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0

rhs0 time_loop 64 1 5.5E-06 nvar*npoin 1 0 4802000 26.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 26.5 0.0 0.0 0.0 nvar*npoinDG 1 0 10485760 57.9 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0

rhs1 time_loop 64 1 5.5E-06 nvar*npoin 1 1 4802000 26.5 0.0 26.5 0.0 nvar*npoin 1 1 4802000 26.5 0.0 26.5 0.0 nvar*npoinDG 1 1 10485760 57.9 0.0 57.9 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0

rhs2 time_loop 64 1 5.5E-06 nvar*npoin 0 1 4802000 0.0 0.0 26.5 0.0 nvar*npoin 0 1 4802000 0.0 0.0 26.5 0.0 nvar*npoinDG 0 1 10485760 0.0 0.0 57.9 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0 nvar*npoin 0 0 4802000 0.0 0.0 0.0 0.0

grad_rho_ref create_rhs_volume 64 5 2.8E-05 3*npoin 1 0 2881200 79.5 188.1 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoin 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0

grad_theta_ref create_rhs_volume 64 5 2.8E-05 3*npoin 1 0 2881200 79.5 188.1 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoin 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0

grad_press_ref create_rhs_volume 64 5 2.8E-05 3*npoin 1 0 2881200 79.5 188.1 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoin 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0

kvector create_rhs_volume 64 5 2.8E-05 3*npoin 1 0 2881200 79.5 188.1 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoin 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0

rho_ref create_rhs_volume 64 5 2.8E-05 npoin 1 0 960400 26.5 0.0 0.0 0.0 npoinDG 1 0 2097152 57.9 0.0 0.0 0.0 npoin 1 0 2097152 57.9 0.0 0.0 0.0 npoinDG 1 0 2097152 57.9 0.0 0.0 0.0 npoinDG 0 0 2097152 0.0 0.0 0.0 0.0

intma create_rhs_volume 8 5 3.4E-06 npoinDG 1 0 2097152 7.2 0.0 0.0 0.0 npoinDG 1 0 2097152 7.2 0.0 0.0 0.0 npoin 1 0 2097152 7.2 0.0 0.0 0.0 npoinDG 1 0 2097152 7.2 0.0 0.0 0.0 npoinDG 1 0 2097152 7.2 0.0 0.0 0.0

ksi_x,y,z create_rhs_volume 64 5 2.8E-05 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0

eta_x,y,z create_rhs_volume 64 5 2.8E-05 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0

zeta_x,y,z create_rhs_volume 64 5 2.8E-05 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0

jac create_rhs_volume 64 5 2.8E-05 npoinDG 1 0 2097152 57.9 0.0 0.0 0.0 npoinDG 1 0 2097152 57.9 0.0 0.0 0.0 npoinDG 1 0 2097152 57.9 0.0 0.0 0.0 npoinDG 0 0 2097152 0.0 0.0 0.0 0.0 npoinDG 0 0 2097152 0.0 0.0 0.0 0.0

coord create_rhs_volume 64 5 2.8E-05 3*npoin 0 0 2881200 0.0 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0 3*npoin 0 0 6291456 0.0 0.0 0.0 0.0 3*npoinDG 1 0 6291456 173.6 0.0 0.0 0.0 3*npoinDG 0 0 6291456 0.0 0.0 0.0 0.0

dpsi create_rhs_volume 64 5 2.8E-05 (nop+1)^2 1 0 16 0.0 0.0 0.0 0.0 (nop+1)^2 1 0 16 0.0 0.0 0.0 0.0 (nop+1)^2 1 0 16 0.0 0.0 0.0 0.0 (nop+1)^2 1 0 16 0.0 0.0 0.0 0.0 (nop+1)^2 1 0 16 0.0 0.0 0.0 0.0

recv_data create_global_rhs 64 6 3.3E-05 nvar*nProcBoun 1 1 756639.99999999525.1 0.0 25.1 0.0 nvar*nProcBoun 1 1 756639.99999999525.1 0.0 25.1 0.0 nvar*nProcBoun 1 1 756639.99999999525.1 0.0 25.1 0.0 nvar*nProcBoun 1 1 756639.99999999525.1 0.0 25.1 0.0 nvar*nProcBoun 1 1 756639.99999999525.1 0.0 25.1 0.0

massinv create_global_rhs 64 6 3.3E-05 npoin 1 0 960400 31.8 0.0 0.0 0.0 npoin 1 0 960400 31.8 0.0 0.0 0.0 npoinDG 1 0 2097152 69.5 0.0 0.0 0.0 npoin 1 0 960400 31.8 0.0 0.0 0.0 npoin 1 0 960400 31.8 0.0 0.0 0.0

pmatrix apply_boundary_conditions 64 5 2.8E-05 9*nboun 1 0 54467.39300101141.5 1.5 0.0 0.0 9*nboun 1 0 54467.39300101141.5 1.5 0.0 0.0 9*nboun 1 0 54467.39300101141.5 1.5 0.0 0.0 9*nboun 1 0 54467.39300101141.5 1.5 0.0 0.0 9*nboun 1 0 54467.3930010114 1.5 1.5 0.0 0.0

b filter 64 1 5.5E-06 nvar*npoin 1 1 4802000 26.5 31.8 26.5 31.8 nvar*npoin 1 1 4802000 26.5 31.8 26.5 31.8 nvar*npoin 1 1 4802000 26.5 31.8 26.5 31.8 nvar*npoin 1 1 4802000 26.5 31.8 26.5 31.8 nvar*npoin 1 1 4802000 26.5 31.8 26.5 31.8

b filter 64 1 5.5E-06 nvar*npoin 1 0 4802000 26.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 26.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 26.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 26.5 0.0 0.0 0.0 nvar*npoin 1 0 4802000 26.5 0.0 0.0 0.0

createrhs 44197488 1222.2 1287.9 132.5 159.2 62385520 1630.1 535.4 132.5 159.2 63522272 1760.4 159.2 132.5 159.2 62385520 1051.3 344.9 132.5 159.2 62385520 272.3 318.3 132.5 159.2

timeloop 149710351.1906682129.4 1353.6 661.8 191.6 167898383.1906682537.3 601.2 688.3 191.6 275889823.1906683489.7 193.1 1168.7 191.6 167898383.1906681799.4 410.6 502.8 191.6 167898383.1906681020.5 384.1 502.8 191.6

DRAM in GB 3.8

results create_rhs

measurement 
1 thread per 
core, nop=6

measurement 
1 thread per 
core, nop=3

measurement 
4 thread per 
core, nop=3

measurement 
optimized, 
nop=3

CG CG/DG DG CG storage, 
metrics in 
createrhs

CG storage, all static 
data computed in 
createrhs

total # of GFlops per node (entire sim) 3419.4 2315.3 2315.8 2503.0 2503.0 2503.0 3119.1 3119.1 3119.1

total read traffic in GB (entire sim) 1222.2 1630.1 1760.4 1051.3 272.3

total write traffic in GB (entire sim) 132.5 132.5 132.5 132.5 132.5

operational intensity (no random acc.) 1.8 1.4 1.6 2.6 7.7

optimal runtime (no random acc.) 47.5 61.8 66.4 41.5 14.2

% peak (no random acc.) 25.7 19.8 22.9 36.7 107.2

total read traffic incl. rand. acc. est. 2466.4 1753.3 2111.4 1657.6 2510.1 2165.5 1919.6 1396.1 590.7

total write traffic incl. rand. acc. est. 469.8 293.1 481.5 382.5 291.7 291.7 291.7 291.7 291.7

op. intensity incl. rand. acc. est. 1.2 1.1 0.9 1.3 0.9 1.0 1.4 1.8 3.5

runtime at 100% of max flops/s 855.1 802.2 351.4 96.7 98.3 86.2 77.6 59.2 31.0

% peak 2.0 1.4 3.2 12.6 12.4 14.2 19.6 25.7 49.2

Comments

• q2 in ti_rk35: one write would be enough
• q2 in time_loop: no need to write
• don't know how many flops are used for one power operation => use measured flops
• single precision is trivial in this simple model: all the significant memory traffic gets 

reduced by a factor of 2, the number of floating point operations remains the same => 
operational intensity increases by factor of 2, runtime decreases by factor of 2. We 
wouldn't make better use of the registers because BGQ only supports four values per 
register even for single precision!

• colors in the input settings:
• yellow: need to be specified. The rest is computed automatically!

• colors in the memory traffic table:
• red: uncertain or unnecessary
• yellow: highly random memory access => real traffic probably much larger
• green: change compared to the version left of this

• TODO: make this for case 61 => when using the repo version on only one thread per 
core the problem might fit into L2 cache which might make these predictions very 
accurate!

• the measurement of traffic in create_rhs is probably highly inaccurate! It could be too 
large because it measures all traffic between the first thread of the node(!) entering 
create_rhs and the last thread of the node leaving it. This is probably less of an issue 
with OpenMP because all threads inside the same process are synchronized. But it 
could also be too small because the prefetcher is probably already loading data before 
entering the region. However memory traffic in timeloop is probably very accurate 
because it is just one long measurement!

• extreme optimization idea: assume that the reference atmosphere is given analytically 
and that there is a way to compute the coordinates from simple integer numbers => 
could compute grad_... variables and coord inside create_rhs! => about 110s runtime 
for timeloop

• possible reasons for measuring less bandwidth than predicted:
• some of the data that needs  to be accessed non-continuously is already in L2 cache

• possible reasons for measuring more read bandwidth than predicted:
• prefetcher might be loading cache lines that are not needed

• possible reasons for measuring more write bandwidth than predicted:
• processor might write cache line multiple times

floating point operations: current CG storage OpenMP version with vector intrinsics

function +, -, *, / ** (power) times called per step flops per call total GFlops flops per DG point and call total GFlops measured total GFlops used with metrics all static data GFlops DG storage

timeloop 0 0 1 0.00E+00 0.00 0.00

ti_rk35 19*npoin 0 1 1.82E+07 12.59 8.70

compute_pressure 7*npoin 1*npoin 5 6.72E+06 23.19 3.21

create_rhs_volume ((nvar+1)*3*(6+2*(nop+1))+10+3*16+(nvar-4)*5+nvar
+nvar)*npoinDG

0 5 6.82E+08 2351.43 325.00 2503.00 2503.00 3119.13 3119.13

metrics (17+4*9+3+3*2*(nop+1))*npoinDG 0.00 0.00

kvector 0 for case 21 0.00 0.00

create_global_rhs nvar*(nProcBoun+npoin) 0 6 5.56E+06 23.01 2.65

apply_boundary_conditions nboun*3*5 0 6 9.08E+04 0.38 0.04

filter (3*2*(nop+1)+2)*(nop+1)^3*nvar*nelem 0 1 2.73E+08 188.11 130.00 166.00 166.00 166.00

total 2598.72 469.60 3007.00 3007.00 3623.12 4023.19

results timeloop

measurement 
1 thread per 
core, nop=6

measurement 
1 thread per 
core, nop=3

measurement 
4 thread per 
core, nop=3

measurement 
optimized, 
nop=3

CG CG/DG DG CG storage, 
metrics in 
createrhs

CG storage, all static 
data computed in 
createrhs

total # of GFlops per node (entire sim) 4285.1 2810.4 2833.3 3007.0 3007.0 3007.0 4023.2 3623.1 3623.1

total read traffic in GB (entire sim) 2129.4 2537.3 3489.7 1799.4 1020.5

total write traffic in GB (entire sim) 661.8 688.3 1168.7 502.8 502.8

operational intensity (no random acc.) 1.1 0.9 0.9 1.6 2.4

optimal runtime (no random acc.) 97.9 113.2 163.5 80.8 53.4

% peak (no random acc.) 15.0 13.0 12.0 21.9 33.1

total read traffic incl. rand. acc. est. 4501.5 2995.7 3299.9 3009.6 3483.1 3138.5 3682.8 2210.1 1404.6

total write traffic incl. rand. acc. est. 1812.0 1100.9 1220.2 1102.1 853.4 879.9 1360.3 694.4 694.4

op. intensity incl. rand. acc. est. 0.7 0.7 0.6 0.7 0.7 0.7 0.8 1.2 1.7

runtime at 100% of max flops/s 1099.9 972.7 454.3 198.5 152.2 141.0 176.9 101.9 73.6

% peak 1.9 1.4 3.0 7.4 9.6 10.4 11.1 17.4 24.0

Summary:

• we are for CG already almost optimal. Restructuring 
everything into element-loops would slow us down.

• we could get almost two times faster by computing the 
coordinates, reference fields and metric terms in create_rhs

• expect Aurora to get us 20-30 times faster than the fastest 
current results on Mira => 1km global resolution should be 
possible!

• there is a limit to optimization and once we move coord, ref 
and metric terms inside create_rhs we should be very close 
to this limit. (Bad news: reaching a runtime of 0 seconds 
appears to be impossible! ! )

nopRuntime

convergence order CG CG/DG DG CG storage, metrics 
in createrhs

CG storage, all static data 
computed in createrhs

CG CG/DG DG

2 171 137 199 94 63 171 137 199

2 161 132 190 90 61

2 155 128 183 88 60

2 150 125 178 86 59

2 146 123 175 85 58

3 143 122 172 85 58

3 142 122 170 85 59

3 140 122 168 85 59

3 140 122 167 86 60

3 140 123 167 87 60

3 140 124 167 88 61 140 124 167

3 140 125 167 89 62

3 141 126 168 90 63

3 142 128 168 91 64

3 143 129 169 92 66

4 144 131 170 94 67

4 145 133 171 95 68

4 147 135 173 97 69

4 149 137 174 99 71

4 150 139 175 100 72

4 152 141 177 102 74 152 141 177

4 154 143 179 104 75

4 156 145 180 105 77

4 158 148 182 107 78

4 160 150 184 109 80

5 162 152 186 111 81

5 164 155 188 113 83

5 167 157 190 115 84

5 169 159 192 117 86

5 171 162 194 119 87

5 173 164 196 120 89 173 164 196

5 176 167 198 122 91

5 178 169 200 124 92

5 181 172 202 126 94

5 183 174 204 128 95

6 185 177 207 130 97

6 188 180 209 132 99

6 190 182 211 134 100

6 193 185 213 136 102

6 195 187 216 139 104

6 198 190 218 141 105 198 190 218

6 200 193 220 143 107

6 203 195 223 145 109

6 206 198 225 147 110

6 208 201 227 149 112

7 211 203 230 151 114

7 213 206 232 153 116

7 216 209 234 155 117

7 219 211 237 157 119

7 221 214 239 159 121

7 224 217 242 161 122 224 217 242

7 227 219 244 164 124

7 229 222 247 166 126

7 232 225 249 168 127

7 235 228 251 170 129

8 237 230 254 172 131

8 240 233 256 174 133

8 243 236 259 176 134

8 245 239 261 178 136

8 248 241 264 180 138

8 251 244 266 183 139 251 244 266

8 253 247 269 185 141

8 256 250 271 187 143

8 259 252 274 189 145

8 262 255 276 191 146

9 264 258 279 193 148

9 267 261 281 195 150

9 270 263 284 198 152

9 273 266 286 200 153

9 275 269 289 202 155

9 278 272 291 204 157 278 272 291

9 281 275 294 206 159

9 284 277 296 208 160

9 286 280 299 211 162

9 289 283 302 213 164

10 292 286 304 215 166

10 295 289 307 217 167

10 297 291 309 219 169

10 300 294 312 221 171

10 303 297 314 224 173

10 306 300 317 226 174 306 300 317

nopRuntimePerStep

convergence order CG CG/DG DG CG storage, metrics 
in createrhs

CG storage, all static data 
computed in createrhs

CG CG/DG DG

2 0.7 0.6 0.9 0.4 0.3 0.7 0.6 0.9

2.1 0.6 0.5 0.8 0.4 0.2

2.2 0.6 0.5 0.7 0.3 0.2

2.3 0.5 0.4 0.6 0.3 0.2

2.4 0.5 0.4 0.5 0.3 0.2

2.5 0.4 0.4 0.5 0.2 0.2

2.6 0.4 0.3 0.5 0.2 0.2

2.7 0.4 0.3 0.4 0.2 0.2

2.8 0.3 0.3 0.4 0.2 0.1

2.9 0.3 0.3 0.4 0.2 0.1

3 0.3 0.3 0.4 0.2 0.1 0.3 0.3 0.4

3.1 0.3 0.3 0.3 0.2 0.1

3.2 0.3 0.2 0.3 0.2 0.1

3.3 0.3 0.2 0.3 0.2 0.1

3.4 0.3 0.2 0.3 0.2 0.1

3.5 0.3 0.2 0.3 0.2 0.1

3.6 0.2 0.2 0.3 0.2 0.1

3.7 0.2 0.2 0.3 0.2 0.1

3.8 0.2 0.2 0.3 0.2 0.1

3.9 0.2 0.2 0.3 0.2 0.1

4 0.2 0.2 0.3 0.1 0.1 0.2 0.2 0.3

4.1 0.2 0.2 0.3 0.1 0.1

4.2 0.2 0.2 0.2 0.1 0.1

4.3 0.2 0.2 0.2 0.1 0.1

4.4 0.2 0.2 0.2 0.1 0.1

4.5 0.2 0.2 0.2 0.1 0.1

4.6 0.2 0.2 0.2 0.1 0.1

4.7 0.2 0.2 0.2 0.1 0.1

4.8 0.2 0.2 0.2 0.1 0.1

4.9 0.2 0.2 0.2 0.1 0.1

5 0.2 0.2 0.2 0.1 0.1 0.2 0.2 0.2

5.1 0.2 0.2 0.2 0.1 0.1

5.2 0.2 0.2 0.2 0.1 0.1

5.3 0.2 0.2 0.2 0.1 0.1

5.4 0.2 0.2 0.2 0.1 0.1

5.5 0.2 0.2 0.2 0.1 0.1

5.6 0.2 0.2 0.2 0.1 0.1

5.7 0.2 0.2 0.2 0.1 0.1

5.8 0.2 0.2 0.2 0.1 0.1

5.9 0.2 0.2 0.2 0.1 0.1

6 0.2 0.2 0.2 0.1 0.1 0.2 0.2 0.2

6.1 0.2 0.2 0.2 0.1 0.1

6.2 0.2 0.2 0.2 0.1 0.1

6.3 0.2 0.2 0.2 0.1 0.1

6.4 0.2 0.2 0.2 0.1 0.1

6.5 0.2 0.2 0.2 0.1 0.1

6.6 0.2 0.2 0.2 0.1 0.1

6.7 0.2 0.2 0.2 0.1 0.1

6.8 0.2 0.2 0.2 0.1 0.1

6.9 0.2 0.2 0.2 0.1 0.1

7 0.2 0.2 0.2 0.1 0.1 0.2 0.2 0.2

7.1 0.2 0.2 0.2 0.1 0.1

7.2 0.2 0.2 0.2 0.1 0.1

7.3 0.2 0.2 0.2 0.1 0.1

7.4 0.2 0.2 0.2 0.1 0.1

7.5 0.2 0.2 0.2 0.1 0.1

7.6 0.2 0.2 0.2 0.1 0.1

7.7 0.2 0.2 0.2 0.1 0.1

7.8 0.2 0.2 0.2 0.1 0.1

7.9 0.2 0.2 0.2 0.1 0.1

8 0.2 0.2 0.2 0.1 0.1 0.2 0.2 0.2

8.1 0.2 0.2 0.2 0.1 0.1

8.2 0.2 0.2 0.2 0.1 0.1

8.3 0.2 0.2 0.2 0.1 0.1

8.4 0.2 0.1 0.2 0.1 0.1

8.5 0.2 0.1 0.2 0.1 0.1

8.6 0.2 0.1 0.2 0.1 0.1

8.7 0.2 0.1 0.2 0.1 0.1

8.8 0.2 0.1 0.2 0.1 0.1

8.9 0.2 0.1 0.2 0.1 0.1

9 0.2 0.1 0.2 0.1 0.1 0.2 0.1 0.2

9.1 0.2 0.1 0.2 0.1 0.1

9.2 0.2 0.1 0.2 0.1 0.1

9.3 0.1 0.1 0.2 0.1 0.1

9.4 0.1 0.1 0.2 0.1 0.1

9.5 0.1 0.1 0.2 0.1 0.1

9.6 0.1 0.1 0.2 0.1 0.1

9.7 0.1 0.1 0.2 0.1 0.1

9.8 0.1 0.1 0.2 0.1 0.1

9.9 0.1 0.1 0.2 0.1 0.1

10 0.1 0.1 0.2 0.1 0.1 0.1 0.1 0.2
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new results:

• we don't need to restructure DG storage to make it fast. We 
only should avoid having two copies of rhs

• in my first version I multiplied the amount of data in arrays 
that are accessed non-continuously by a certain factor to 
estimate the effect of random memory access. Problem: 
according to this estimate the random memory access 
would get more significant with increasing nop. This has to 
be wrong because with increasing nop more and more data 
belongs to interior points of the element which are always 
stored continuously. => new estimate: size left in one cache 
line per point times the number of points in one face of each 
element

nvarRuntime

nop CG best current version DG CG storage, metric 
terms in createrhs

CG storage, all static data 
computed in createrhs

0 122 111 135 101 73

1 130 119 152 109 81

2 138 128 169 118 90

3 147 136 186 126 98

4 155 145 203 135 106

5 164 153 220 143 115

6 172 162 237 151 123

7 180 171 254 160 132

8 189 179 271 168 140

9 197 188 288 177 148

10 206 196 305 185 157

11 214 205 322 193 165

12 252 243 358 231 203

13 260 251 375 239 211

14 268 260 392 248 220

15 277 268 409 256 228

16 285 277 426 265 236

17 294 286 443 273 245

18 302 294 460 281 253

19 310 303 477 290 261

20 319 311 494 298 270

21 327 320 510 307 278

22 336 328 527 315 287

23 344 337 544 323 295

24 352 346 561 332 303

25 361 354 578 340 312

26 369 363 595 348 320

27 378 371 612 357 329

28 415 409 648 395 366

29 424 418 665 403 375

30 432 426 682 411 383

31 440 435 699 420 391

32 449 444 716 428 400

33 457 452 733 436 408

34 466 461 750 445 417

35 474 469 767 453 425

36 482 478 784 462 433

37 491 486 801 470 442

38 499 495 818 478 450

39 507 504 835 487 459

40 516 512 852 495 467

41 524 521 869 504 475

42 533 529 885 512 484

43 541 538 902 520 492

44 579 576 939 558 530

45 587 584 956 566 538

46 595 593 973 575 547

47 604 601 990 583 555

48 612 610 1006 592 563

49 621 619 1023 600 572

50 629 627 1040 608 580

51 637 636 1057 617 589

52 646 644 1074 625 597

53 654 653 1091 634 605

54 663 661 1108 642 614

55 671 670 1125 650 622

56 679 679 1142 659 631

57 688 687 1159 667 639

58 696 696 1176 676 647

59 705 704 1193 684 656

60 742 742 1229 722 693

61 751 751 1246 730 702

62 759 759 1263 738 710

63 767 768 1280 747 718

64 776 777 1297 755 727

65 784 785 1314 764 735

66 793 794 1331 772 744

67 801 802 1348 780 752

68 809 811 1365 789 760

69 818 819 1381 797 769

70 826 828 1398 806 777

71 835 837 1415 814 786

72 843 845 1432 822 794

73 851 854 1449 831 802

74 860 862 1466 839 811

75 868 871 1483 847 819

76 906 909 1519 885 857

77 914 917 1536 894 865

78 923 926 1553 902 874

79 931 934 1570 910 882

80 939 943 1587 919 890

81 948 952 1604 927 899

82 956 960 1621 935 907

83 964 969 1638 944 916

84 973 977 1655 952 924

85 981 986 1672 961 932

86 990 995 1689 969 941

87 998 1003 1706 977 949

88 1006 1012 1723 986 958

89 1015 1020 1740 994 966

90 1023 1029 1756 1003 974

91 1032 1037 1773 1011 983

92 1069 1075 1810 1049 1020

93 1078 1084 1827 1057 1029

94 1086 1092 1844 1065 1037

95 1094 1101 1861 1074 1046

96 1103 1110 1878 1082 1054

97 1111 1118 1894 1091 1062

98 1120 1127 1911 1099 1071

99 1128 1135 1928 1107 1079

100 1136 1144 1945 1116 1088

nopRuntime: no unnecessary access, metrics in createrhs

nop CG storage CG/DG DG CG storage, metrics 
in createrhs

CG storage, all static data 
computed in createrhs

1 144 111 153 93 63

2 114 98 128 87 61

3 122 111 135 101 73

4 138 128 150 119 88

5 156 148 167 139 104

6 176 169 186 160 121

7 197 191 205 181 137

8 218 212 224 202 154

9 240 234 244 223 172

10 262 256 264 244 189
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CG storage CG/DG DG

nopRuntimePerStep: no unnecessary access, metrics in createrhs

nop CG storage CG/DG DG CG storage, metrics 
in createrhs

CG storage, all static data 
computed in createrhs

1 0.63 0.48 0.67 0.41 0.27

2 0.25 0.21 0.28 0.19 0.13

3 0.18 0.16 0.20 0.15 0.11

4 0.15 0.14 0.16 0.13 0.10

5 0.14 0.13 0.15 0.12 0.09

6 0.13 0.12 0.13 0.12 0.09

7 0.12 0.12 0.13 0.11 0.09

8 0.12 0.12 0.12 0.11 0.08

9 0.12 0.11 0.12 0.11 0.08

10 0.11 0.11 0.11 0.11 0.08
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number of tracers
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DG
CG storage, metric terms in createrhs
CG storage, all static data computed in createrhs

nopRuntime-old (wrong)

nop CG CG/DG DG CG storage, metrics 
in createrhs

CG storage, all static data 
computed in createrhs

1 88 117 242 80 38

2 140 150 226 113 76

3 198 198 254 153 114

4 258 249 292 196 152

5 318 301 334 239 190

6 378 353 378 283 228

7 439 406 422 327 266

8 499 459 467 370 304

9 560 512 512 414 342

10 620 566 558 458 380

11 681 619 603 502 418

12 741 672 649 546 456

13 802 726 695 590 494

14 863 779 741 634 533

15 923 832 787 678 571

old result (wrong estimate for random access bandwidth!)
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500

750

1000

polynomial degree
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runtime per 
timestep
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operational intensity (Flops/Bytes)
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total runtime
computation time

Strong scaling with NUMA
1.8 billion grid points (3.0km horizontal, 31 levels vertical)

3.14M threads

99.1%
strong scaling 

efficiency
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number of threads
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total
filter
createrhs
IMEX

12.1%  of theoretical peak (flops)

1.21 PFlops on 
entire Mira
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keep all options, portability on CPUs and GPUs

Titan: GPUs

Mira Titan KNL



Titan

network

18,688 CPU nodes 
(16 cores each)

18,688 NVIDIA GPUs 
(2,688 CUDA cores each)

Mira Titan KNL



OCCA2: unified threading model

Portability & extensibility: device independent kernel language (or
OpenCL / CUDA) and native host APIs.

OCCA2: unified threading model

23

Portability & extensibility: device independent kernel language and native host APIs.

AMD GPUs

Xeon Phi

CPU Processors

FPGAs

NVIDIA GPUs
CUDA-x86

Intel COI

pThreadsHost Language

++#

Back ends Devices

Kernel Language

OCCA OKL

Floopy

Available at: https://github.com/tcew/OCCA2

OCCA2: unified threading model
(slide: courtesy of Lucas Wilcox and Tim Warburton)
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Floopy / OCCA2 Code

Floopy/OCCA2 code
(slide: courtesy of Lucas Wilcox and Tim Warburton)

Mira Titan KNL



Floopy / OCCA2 Code
Floopy / OCCA2 Code

Floopy/OCCA2 code
(slide: courtesy of Lucas Wilcox and Tim Warburton)

Mira Titan KNL



Introduction Porting NUMA to many-core Scalability Test cases Conclusions

NUMA - Scalability on GPU cluster

A 90% weak scaling efficiency on Titan Supercomputer using
16384 K20x GPUs
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Figure: GPU scalability study on Titan supercomputer

24/32

Weak scaling up to 16,384 GPUs (88% of Titan)
using 900 elements per GPU, polynomial order 8 (up to 10.7 billion grid points)

90% weak scaling 
efficiency using DG with 
communication overlap
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(a) SP-CG kernels performance

(b) DP-CG kernels performance

(c) SP-DG kernels performance

(d) DP-DG kernels performance

Figure 4. Performance of individual kernels: The efficiency of our kernels are tested on a mini-app developed for this purpose. The
FLOPS and byte for this test are counted manually. The volume kernel, that is split into two (horizontal + vertical), has the highest
rate of FLOPS/s. The time-step update kernel has the highest bandwidth usage at 208GB/s. The Single Precision (SP) and Double
Precision (DP) performance of the main kernels in CG and DG are shown in-terms of GFLOPS/s, GB/s and roofline plots to
illustrate their efficiency. The GPU is a Tesla K20c.

time to make a day’s weather forecast. For this reason, we
also conducted strong scaling tests, shown in Fig. 7, on a
global scale simulation problem described in Sec. 8.5. Our
goal here is to determine the number of GPUs required for

a given simulation time limit for two resolutions: a coarse
grid of 13km resolution and a fine grid of 3km resolution.

Prepared using sagej.cls

roofline plot: single precision
on the NVIDIA K20X GPU on Titan

convergence 
order

12

2

4

Mira Titan KNL
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(a) SP-CG kernels performance
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(b) DP-CG kernels performance

(c) SP-DG kernels performance

(d) DP-DG kernels performance

Figure 4. Performance of individual kernels: The efficiency of our kernels are tested on a mini-app developed for this purpose. The
FLOPS and byte for this test are counted manually. The volume kernel, that is split into two (horizontal + vertical), has the highest
rate of FLOPS/s. The time-step update kernel has the highest bandwidth usage at 208GB/s. The Single Precision (SP) and Double
Precision (DP) performance of the main kernels in CG and DG are shown in-terms of GFLOPS/s, GB/s and roofline plots to
illustrate their efficiency. The GPU is a Tesla K20c.

time to make a day’s weather forecast. For this reason, we
also conducted strong scaling tests, shown in Fig. 7, on a
global scale simulation problem described in Sec. 8.5. Our
goal here is to determine the number of GPUs required for

a given simulation time limit for two resolutions: a coarse
grid of 13km resolution and a fine grid of 3km resolution.

Prepared using sagej.cls

roofline plot: double precision
on the NVIDIA K20X GPU on Titan

convergence 
order

12

2

4
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some more results from Titan

• GPU: up to 15 times faster than original version 
on one CPU node for single precision (CAM-SE 
and other models: less than 5x speed-up)

CPU node GPU

16-core AMD 
Opteron 6274 NVIDIA K20X

peak 
performance 141 GFlops/s 1.31 TFlops/s

peak 
bandwidth

32 GB/s 208 GB/s

peak energy 115 W 235 W

• CPU: single 
precision about 
30% faster than 
double 

• GPU: single 
about 2x faster 
than double

Mira Titan KNL



Intel Knights Landing
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Knights Landing
Why is this so exciting?

• 64 cores (Mira: 64 hardware threads)
• each Knights Landing chip has 16GB MCDRAM 

with 440GB/s memory bandwidth      
⇒ more than 15 times faster than Mira
• Aurora (successor of Mira, expected in 2018): more 

than 50k Knights Landing nodes
⇒ more nodes than Mira
• overall: Aurora should allow us to run the same 

simulations like on Mira but 15 times faster

Mira Titan KNL



Introduction Porting NUMA to many-core Scalability Test cases Conclusions

Knights Landing (KNL) results
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(a) 3D-IMEX in NoSchur form kernels performance
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(b) 3D-IMEX in Schur form kernels performance
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Knights Landing: roofline plot
OCCA version of NUMA
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Introduction Porting NUMA to many-core Scalability Test cases Conclusions

NUMA - Preliminary scalability results on KNL cluster
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Knights Landing: weak scaling
work in progress
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Summary

• Mira:
– 3.0km baroclinic instability within 4.15 minutes runtime 

per one day forecast

– 99.1% strong scaling efficiency on Mira, 1.21 PFlops

• Titan:
– 90% weak scaling efficiency on 16,384 GPUs

– GPU: runs up to 15x faster than on one CPU node

• Intel Knights Landing:
– looks good but still room for improvement

Mira Titan KNL



Thank you for your attention!


